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This document presents a security architecture model for 
critical, distributed systems. As a model, it is a good tool to 
simplify analysis on complex systems, and is useful both in 
assessing existing systems, where divergence from the model 
point to probable security issues, and building new systems, 
where fitting in the model guarantees past experience is taken 
into account.

Although the model was built independently, based on 
experience in aircraft and railway systems, it is at the 
crossroads of two other security models: it can be seen as 
an extension of the Zero Trust model, which, built with an 
enterprise network in mind, does not address various levels  
of criticality of systems; it can be seen as a simplified, specific-
purpose ISO62443 Zone & Conduit model, which, on the 
other hand, proposes a methodology that is independent  
of any context. 

This document should be useful to functional and security 
architects alike.

Executive Summary
One of the major issues that systems engineering faces is how to deal with systems for which 
the complexity is so high that requirements and constraints cannot fit into any one person’s 
brain. Security is no different, and dealing with complex, embedded, critical systems involves 
keeping tracks of thousands of features, use cases, threats and interactions between vulnera-
bilities.

The way to deal with such complexity is typically to build models, which provide simpler 
mental representations at higher levels of abstraction, allowing engineers to separate issues 
down to a manageable complexity. The model may not be a perfect fit to reality, but it helps 
to treat most cases. For example the hundreds of ways to organise network protocols were 
simplified down to the 7-layer OSI model. That model does not perfectly reflect the reality of 
Internet protocol, but it is useful to compare protocols. The Perdue model is equally over-sim-
plified, but helps greatly in understanding the ins and outs of an industrial network.

For us, security architecture for aircraft took off, so to speak, between the design of the A380 
and that of the A350. The security model that came out of those designs is documented in the 
ARINC 811 standard, which splits aircraft networks in three domains. Our consultancy then 
took us to new technical domains, in particular the railway domain, where we found much the 
same functional, safety and security requirements as in aircraft. There we started to forma-
lise the common requirements, and built a model coupled with technical solutions, which is 
started to use in yet other domains as a yardstick with which to measure other architectures. 
While real-world architecture rarely fit directly into the model, it still proved a very useful tool 
for analysis and for formalising the areas of concerns of the systems under analysis: where it 
differs from the model, is usually where the problems lie.

This document is our view of this abstract model. It starts from the security principles we 
follow, the functional requirements that seem to appear in most systems, then it lists the basic 
security functions used to build the model. Finally, we present the various elements of the 
model.

Introduction
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In this chapter we lay out the basic requirements that drive the design 
of the architecture: first we explain the security principles, then we list 
the usual environmental requirements that affect our systems.

1. Definitions
The system is the object under study: typically, it 
corresponds to what is inside the “security perimeter” 
of a security risk analysis, and will usually coincide with 
a product. It should be noted that the “system” may 
span outside of the scope of a physical product when 
the product relies on external functions that are vital 
to its function. This document only concerns technical 
systems: it does not cover organizational security.

A vulnerability is a defect in a system, which might be 
exploited by an attacker to obtain an impact. Vulnerabi-
lities are either implementation weaknesses, where the 
product is badly developed and therefore too weak, or 
design weaknesses, where the product’s design itself 
leaves the product open to attack. (For example: FTP 
sending passwords in clear is a design weakness ; a 
buffer overflow is an implementation weakness.)

A threat is a type of misuse of the product that an 
attacker might perform to try and exploit a vulnerability 
in the system. (For example: sending a message that is 
longer than the system expects)

An attack is the actual performance of a threat on the 
system.

A zone is a collection of entities that represent partitio-
ning of a System under Consideration based on their 
functional, logical and physical (including location) 
relationship.

A domain is a functional notion of a group of applica-
tions, which have similar security impacts or security 
needs, regardless of their physical relationship. A 
domain may be composed of several zones, each of 
equivalent functional and logical level, but in different 
physical areas.

The last two concepts are developed later in this docu-
ment.

1.2 Security principles
1.2.1 Security functions shall be updatable

Security functions operate in a landscape of changing 
threats: humans get better at attacking systems.  
A typical example is the slow but steady obsolescence 
of hash functions. Also, new vulnerabilities are regularly 
discovered in all products. Our embedded systems are 
going to be around for several decades, and therefore 
need to be designed so that their security functions can 
be updated to keep them protected in time against new 
threats.

If a device embeds software that cannot be updated, 
then it should not be considered as a security function 
at all. If e.g. a signature checker that relies on hard-
wired hashing functions, then we can safely assume 
that these functions

will be obsolete (due to broken algorithms, or hash 
sizes that have become too small compared to avai-
lable computing power for attack) at some point, so 
we cannot rely on that security function at all. Conver-
sely, the technical ability to update the system may 
not be enough if the system is in fact a third party 
product and the supplier has no obligation to produce 
software updates to maintain security. For example, it is 
common for wireless routers to be updatable, but that 
the supplier will only produce firmware updates for a 
time.

In communication protocols, this implies the ability 
to update both sides of the communication. It is no 
good being able to update the WPA2 firmware of the 
embedded Wi-Fi chip if we cannot also update all the 
devices that connect to our system.

The ability to update also extends to hardware: whether 
it implements a security function directly, e.g. an AES 
acceleration or it provides computing for a software 
function for which computing needs might increase 
when it gets updated.

Security Architecture
Requirements

1.2.2 Separate business functions from security

By “business functions”, we refer to assets as defined 
by ISO27000: “of value to the organization.” In the case 
of critical systems, these are typically the functions 
whose failure would result in people getting killed or 
injured, or functions that have high availability requi-
rements: stopping a train on a busy line may not kill 
anyone, but it can easily make thousands of passen-
gers angry.

Critical functions are designed to provide functions and 
a level of reliability based on physical constraints: the 
flight controls of a plane depend on the laws of aero-
dynamics and gravity, and those do not change all that 
often. Also, developing, testing and certifying those 
critical functions is very costly. 

Meanwhile, security functions are those which protect 
the system from malicious actions. As explained before, 
malicious actions evolve over time and the system 
needs to be adapted to new threats. 

Because the laws of gravity will not change before 
security functions become obsolete, we do not want to 
have to re-test and re-validate the safety functions of 
our system. Hence, we like them separated. 

This also applies to non-critical business functions: 
The accounting software that is the main asset of an 
accounting company gets updated based on newly 
published regulations, which on the contrary might be 
way more frequent than security updates. 

In other words, business functions and security func-
tions live according to different timelines; they can and 
should be tested separately; therefore, they should be 
kept as separate as practical. 

There is however a trade-off between separation 
and physical security: when separating functions, it 
is necessary to make it impossible for an attacker to 
insert themselves between the security function and 
the target system. If it is not practical to physically 
protect the link between the security function and 
the critical function and it is decided to integrate the 
security function in the same computer as the critical 
function, it remains desirable to separate the two even 
in the same computer.

1.2.3  No single vulnerability shall allow  
to compromise the system

The attacker can destroy or corrupt a few features, but 
they should not be able to reach business-critical func-
tions through the exploitation of any single vulnerability. 
This means we look at the architecture and consider the 
worst-case scenario at every untrusted entry into the 
system. This principle, combined with regular surveying 
of public vulnerabilities of the parts that compose our 
system, and timely update of the security functions 
whenever a vulnerability is indeed found, gives us good 
assurance that the critical functions are hard to attack.

1.2.4 No bypass and defence in depth

To achieve resistance to a single vulnerability, it is 
necessary to have two or more security functions one 
after the other between the attacker and the asset 
to defend. This is called defence in depth. The intent 
is that a series of security functions is harder to get 
through than just one security function. Setting several 
security functions in parallel is also no good as the 
attacker will attack using the easiest attack path. 

Therefore we lay out security functions one after the 
other in series and ensure (through architecture review 
and configuration) that functions cannot be bypassed.

1.2.5 Least privilege

There is no need to help attackers by giving an 
exploited system access to things it does not need. 
This principle applies to networks, systems and users 
equally: it leads us to put firewalls on the networks (a 
system should only be able to send data to appropriate 
targets), limit process access rights (an application 
really should not read that /etc/shadow file), and only 
give user access to their own files (and ideally, further 
limit them based on which application is running a la 
SELinux). 

This also implies separation of duties: critical functions 
should not rely on just one person, thus the organi-
zation should separate functions over several roles, 
with each role being technically limited through access 
control to only the functions it has to perform. For 
example, a PKI splits the role of administrator, who can 
create certificate templates, and enrolment agent, who 
can sign certificates. 

As a specific case of reducing privileges, data ente-
ring higher- criticality domains shall be controlled. By 
controlled, we mean more than just firewalling: we 
mean full application filtering, which implies knowing 
the grammar of each possible message, including value 
types and ranges, and checking them. For example, 
checking the validity of an XML schema against all 
incoming messages. This allows us to ensure that the 
applications behind our filter will only receive well-
formed messages within the application’s specification, 
which avoids one of the main vectors of vulnerability 
exploitation. Further controls can be performed by 
checking the consistency of the protocol states with 
respect to its specification.

1.2.6 Simpler is better

Simpler is better. If a security function relies on an 
Ethernet controller, an IOMMU, a CPU, and 3 million 
lines of C code, with a complex SELinux configura-
tion, all with perfect implementation and configura-
tion, chances are the system as a whole will be weak. 
Instead, one CPU implementing one function with only 
point-to-point links makes it easy to demonstrate inde-
pendence and segregation. Obviously at some point 
the project architect will object to having one CPU per 
process, so we cannot push this principle too far.
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1.3 Architecture 
requierements
1.3.1 Internet connection

Typically, systems have a need for non-critical commu-
nication with the outside world, which should be 
relatively inexpensive, allow for large volumes to be 
transferred, but has no requirement for availability nor 
sensitivity to delay (I.e. not real-time transmission):  
basically an Internet connection. 

Typical usage is to perform software updates, provide 
Internet connectivity to passengers, or allow non-cri-
tical application communications with ground servers.

A common requirement is also that Internet connectivity 
is not always available. Planes in warehouses may be 
cut off their satellite link, helicopters used on missions 
in remote places may have no radio network of any 
sort, trains go through tunnels, and so on. This needs 
to be taken into account when designing functions that 
are traditionally connected (e.g. protocols to implement 
PKI assume CRLs can be checked). It may also reduce 
the options in terms of remote monitoring: building a 
Security Operations Center (SOC) to monitor a fleet of 
highly-connected cars may be possible, while monito-
ring of trains that go through tunnels and blind spots 
may be problematic.

1.3.2 Critical networks

Embedded systems that drive devices in the physical 
world usually have hard real-time requirements: 
network packets need to be guaranteed to be received 
within a fixed, known amount of time, e.g. the case of a 
car computer driving the brakes. While these networks 
are often implemented using specific field buses (CAN, 
MVB…) this is not always the case: trains have an 
Ethernet network running through them which allows 
the engine computer to drive all brakes of all elements 
of the train at the same time.

1.3.3 BYOD connection

“Bring Your Own Device” has become a functional requi-
rement in many industrial domains. At best (from a secu-
rity point of view, anyway) it is a third-party device that is 
used under the control of the system architect: an iPad 
for which we control the configuration, with a specific 
application that connects to our system. At worst, it is 
a consumer device on which we know nothing, e.g. a 
mobile phone that connects to a car controller to take 
control of the on-board display, or a USB thumb drive 
connected to a TV that will read files from it. 

Either way, it is important to acknowledge that threats 
are no longer only network threats, but can occur on 
any system interface.

1.3.4 Maintenance

A requirement to all embedded systems is that of main-
tenance: updating software, retrieving logs and failure 
notifications, testing a newly installed piece of equip-
ment, and so on. Typically this is performed by a mobile 
device that falls in the scope of the previous paragraph. 
Maintenance raises an interesting problem, as by 
essence it needs to be able to connect to all parts of 
the architecture, including the most critical ones, using 
an external device that will perform dangerous opera-
tions. This is a typical case where bypassing security 
functions is tempting. The trade-off is to: 

• provide physical plugs into each domain, which re-
quires adequate protection of each plug and exposes 
the most critical domains to direct connection of 
external equipments, 

• provide one single maintenance plug in the least 
critical domain, and allow access to more critical 
domains through authentication and application-level 
filtering as presented below; this requires allowing 
dataflows throughout the entire system. 

It is unclear which approach is better in general, both 
from a security and from an operational standpoint. We 
present a centralised approach below.

1.3.5 Administration

A common requirement is that of administration. Admi-
nistration of a system consists in its day-to-day opera-
tion: adding new users, removing users who have left 
the organisation. Compared to IT systems, embedded 
administration should not include typical administration 
tasks: a firewall port that needs to be open for a new 
application is in fact configuration of the system which 
should be imported at the same time as the application, 
during a maintenance operation. 

Typical examples would be pilot and maintainer mana-
gement in an aircraft. The airline wants to keep track of 
which of its employees are allowed to fly the plane, and 
which are allowed to perform maintenance operations. 
Whenever a new maintainer joins the company, it needs 
to be added to the maintainer database that the aircraft 
will accept. 

In other words, administration differs from mainte-
nance in terms of lifecycle: maintenance is linked to the 
lifecycle of the product parts, while administration is 
linked to the lifecycles of the operation of the product. 
In many cases, administration can be designed out of 
the product. 

For example, the addition of maintainers could be 
managed in the company information system using 
specific organisational unit fields in the certificate 
the maintainer would use to authenticate, while their 
removal could be managed through a certificate revo-
cation list: this makes the product dependant on the 
company’s information system, but removes the requi-
rement for specific administration tasks on the product. 

In many cases, administration can be designed out of 
the product. For example, the addition of maintainers 
could be managed in the company information system 
using specific organisational unit fields in the certificate 
the maintainer would use to authenticate, while their 
removal could be managed through a certificate revo-
cation list: this makes the product dependant on the 
company’s information system, but removes the requi-
rement for specific administration tasks on the product.

1.3.6 Physical distribution 

A last requirement is that our systems are often distri-
buted over various physical zones. The various levels 
of criticality are reproduced in each zone, creating 
domains that span several physical sites. 

An example of such a system is train consists. A consist 
is a railway term to refer to a system that works as a 
unit, typically composed of one engine car, one restau-
rant car, and several passenger cars. Consists can be 
linked together to create a train, where all systems need 
to work together (e.g. engine control, brake systems, 
passenger announcements, all need to be transferred 
throughout the train, from consist to consist). 

Another example is satellite control centers, which are 
physically duplicated to ensure availability.

1.3.7 Limits of IT solutions

In many cases, critical systems cannot be protected 
using standard IT security solutions. It is not acceptable 
to have an administrator log into the system to observe 
what is happening on the brake control computer of a 
train. A car computer cannot have an administrator at 
all. A Security Operations Center (SOC) is only a possi-
bility if the fleet of devices is connected all the time 
and that there is a useful response that can be given to 
security events. If devices are only connected once in 
a while, the an operating center could centralize events 
to detect exploration activities from attackers, but could 
not be relied upon to react to safety-related events. 

As a result, critical systems usually need to be designed 
secure so that attacks cannot have an undesirable 
effect, much in the same way they are design fault-to-
lerant so that faults do not have an undesirable effect: 
Defense of the system against malicious acts becomes 
an integral part of its design to make it dependable. 

On the other hand, highly dependable systems are 
entirely defined during their design: all the functions, 
users, interfaces, data flows are known. This means it 
is possible to limit the functions of the system to only 
the functions it is supposed to perform, which in turn 
decreases the attack surface increases security. A 
typical example is that the absence of administration 
also means there is no need to allow remote connection 
into the system.
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This chapter lists the architectural principles that will be used to create 
our reference architecture, along with the security functions that are 
required to implement those principles.

2.1 Architectural 
principles
2.1.1  Separate function if it reduces the impact  

of a compromise

If separating two functions does not reduce the impact 
of the compromise of one of them, then there is no 
point separating them. On the other hand, separa-
tion that results in impact reduction is desirable. An 
example of the first case is that of two safety-critical 
computers that can create catastrophic impacts. If 
each of the computers can kill many people by crashing 
a plane, there is no point separating them: if one of the 
computers is compromised, the attacker can trigger 
the impact directly; there is nothing for them to win by 
attacking the second computer. On the other hand, if 
the corruption of two computers results in a 15 minutes 
delay to reprogram each computer, then protecting 
one from the other would result in a shorter downtime, 
should one be compromised.

In the simplest cases, this might result in a separation 
based on impact areas. In aeronautics, the ARINC811 
define domains based on whether the functions have:

• a safety impact (the so-called Aircraft Control  
Domain, ACD),

• operational impacts (the Airline Information System 
Domain, AISD),

• branding impacts (the Passenger Information and En-
tertainment domain, PIESD) as in the case of passen-
ger entertainment systems1.

Then functions are allocated to a domain based on their 
security impacts. 

A more complicated example would be that of an entire 
company that includes a connected factory: machine 
tools might have deadly impacts, some accounting 
functions might drive logistics and ordering of parts, 
and thus have operational impacts on production, while 
other accoun ting function (e.g. related to payroll) might 
have legal impacts in case of employee data disclosure.

2.1.2  Communications only occur between adjacent 
domains

Data flows go from one application in domain to 
another application in domain (not ) along the same 
impact area. In the aircraft example, the untrusted 
outside world communicates with the non-safety AISD, 
which in turns communicates with the safety ACD.

Additionally, each application should consume the data 
entirely and no data transmitted directly to a higher 
domain. This is often referred to as a ‘protocol break’, 
but involves more than just changing data formats. For 
example a maintenance application might receive a 
“perform test” command from a lower-trust domain, 
and send a series of commands corresponding to that 
test in a higher-trust domain. This way, an attacker 
controlling data sent to the application can only trigger 
spurious tests, but not control any actual data that 
enters the higher-trust domain. The traditional imple-
mentation of a DMZ is a good example of this principle.

2.1.3 Protect domains from one another

Assume the domain below is corrupt and an 
all-powerful attacker has taken control of it, and protect 
the domain accordingly. All data entering the domain 
should be validated, either through application-level 
filters to verify that the data is well-formed and cannot 
exploit vulnerabilities inside the domain, or crypto-
graphically to ensure it has not been tampered with 
and comes from the expected, equivalent-trust level 
domain.

2.1.4 Secured maintenance

To reduce the attack surface, systems should not 
be entirely exposed to the maintainer. An example 
would be to enable SSH access to a system: certainly, 
the maintainer will be able to perform its operations. 
However, this also means that the maintainer may 
perform any unauthorised operation, such as disabling 
a security function to “just get it working”. This also 
means that in case of compromise of the SSH creden-
tials, an attacker gets full access to the system. 

As explained before, embedded systems being entirely 
defined means it is possible to define all maintenance 
operations that are required, and develop a single 
maintenance service within the product which exposes 
only those required functions. Now the maintainer is 
limited to perform operations that the product has 
been designed for. an attacker that would have stolen 
credentials also gets limited: while the attacker in the 
first case can easily install a backdoor using the SSH 
connection, the attacker willing to install a backdoor 
in the second case would need to recreate an entire 

Elements of architecture

1    Risk assessors often point out the safety risk of broadcasting a 
fake message to passengers, resulting in panic. Hence, enter-
tainment systems may have safety impacts. In aircraft, this is 
somewhat mitigated by a possible override of the entertainment 
system by the crew, and the presence of crew members in the ca-
bin. However the mitigation of this risk may be more problematic 
in the case of an unmanned vehicle, and the passenger displays 
may have impact areas other than branding.

software distribution that works enough to fool the 
operator. This function makes the system more robust 
during day-to-day maintenance operations, and makes 
it harder to attack.

If maintainer authentication is required, this also makes 
maintainer management simpler: there is only one 
database containing the maintainer’s credentials. 

Another important way to secure maintenance is to 
take into account that maintenance functions are not 
required during normal operation of the product. It 
is therefore beneficial to design the product with an 
operational mode, and a maintenance mode, and have 
security functions take the mode into account when 
performing filtering. For example firewalls may allow 
maintenance dataflows only during the maintenance 
mode.

2.2 Security functions
2.2.1 Sending data “down”

Sending data from a critical domain towards a less-cri-
tical domain depends on whether there are confiden-
tiality requirements on data contained in the critical 
domain.

In the absence of confidentiality requirements, this is 
fairly simple: it is enough to ensure that no data is sent 
back towards the more critical domain. For a high level 
of assurance, this can be performed with a data diode, 
which only lets data through in one direction using 
simple hardware mechanisms (e.g. a light-emitting 
diode in front of a photo- diode). Otherwise, a simple 
firewall may be enough.

One thing to consider from an architectural point of 
view is that the principle stated above implies unidirec-
tional protocols: this excludes TCP and therefore most 
common protocols, and most protocols built upon 
UDP (TFTP for example uses acknowledgements). If 
confidentiality is an issue and exfiltration of data must 
be prevented, then data going “down” must be further 
controlled and a simple diode is not enough. Message 
types and contents must be inspected at each security 
boundary to ensure the data sent by an entity that has 
the appropriate rights, and that the data is allowed to 
be exported towards more public domains.

2.2.2 Sending data “up”

Sending data towards more critical domains is 
obviously more complicated. The following discussion 
centers around safety impacts, but a similar reasoning 
could be performed for other impact areas as well.

First, the effect of the data being sent up needs to be 
assessed from a functional point of view: what happens 
if that data is wrong? This results in the data being clas-
sified has no safety effect (e.g. a lower-criticality appli-
cation enquiring of the status of a more-critical system) 
or having a safety effect (e.g. the data is a request to 
increase vehicle speed).

Additionally, we need to take into account the way the 
data is wrong:

• “Inconsistent corruption” is when the data makes no 
sense, and a simple sanity check is enough to detect 
the data was corrupted. For example, receiving a 
speed setting way above specification.

• “Consistent corruption” is when the data makes 
sense, but is still wrong. For example, the attacker 
changed a speed command from 50km/h to 75km/h 
on a train: both speeds are equally legal.

This gives us 4 cases: 

Incoherent corruption  
Coherent corruption

Considered effect

No safety effect

E.g.: “What is the status of printer 
-1?”

Impact: The attacker performing 
the corruption might try to exploit 
a vulnerability in the critical func-
tion.

E.g.: “What is the paper status of 
printer 2?”

The response from the more 
critical function will be wrong. 
This does not matter, as it means 
the attacker, who corrupted the 
message, is getting a wrong 
answer.

Safety effect

E.g.: “Set speed to 12000km/h”

Impact: The attacker might try to 
exploit a vulnerability in the critical 
function.

E.g.: “Set speed to 80km/h” 
(when safety limit is 50km/h) 

Impact: The critical function will 
misbehave.
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Incoherent corruption can be protected against by 
using application-level filters, or stringent coding 
practices in the critical function to ensure it contains no 
vulnerability.

Coherent corruption cannot be detected. Data coming 
into a critical function with safety effect must thus be 
verified in one of two ways:

• The data is created in a zone of equal criticality, or 
equal trust, to that of the critical function, and the 
integrity of the data is ensured along its way. Typically 
this is the case of zone-to-zone communication within 
the same domain.

• The data is imported into the system and validated 
in other ways, e.g. it must receive approval from a 
human whose criticality2 is equivalent to that of the 
function before being accepted.

2.2.3 Security of communications

As a result, the security functions that allow to change 
domains or connect two zones within a domain, used 
as building blocks of the architecture, can be:

• Data diodes for simple transmission of data from 
critical domains to less-critical domains

• Firewalls for more complicated transmissions, or to 
prevent exfiltration of confidential data from critical 
domains

• Application-Level Filters to ensure the grammar of 
incoming messages is correct and within the applica-
tion usage domain, in order to prevent the exploita-
tion of vulnerabilities in the application

• Virtual Private Networks (VPN) to ensure the inte-
grity of data between two domains of equal criticality

• Signing files to ensure their integrity and authenticity 
throughout transmission and storage

These functions correspond to the protection of 
“conduits” in the ISO62443 standard: the exchange of 
data between zones.

2.2.4 System security

The communication security needs are not enough for 
systems that exist in the physical world, which can be 
physically accessed by actual people. The system envi-
ronment will usually bring in requirement for:

• Physical access control, which allows to bring a 
degree of assurance that the system is not tampered 
with. This can be implemented by access control on 
the room, the building, or even directly at system level 
with tamper-proof equipment as defined in FIPS-140-2.

• User authentication, which allows to delegate risky 
operations to a human who has proved their right to 
perform that operation.

Finally, comes the security functions that bring 
robustness to the system in the face of a vulnerability. 
These are not functionally required if we had the ability 
to build systems with no vulnerabilities:

• System hardening consists in reducing the sys-
tem’s abilities to the minimum required to perform its 
function.

• HIDS monitor the system to verify it is behaving pro-
perly, and react by switching the system towards a 
safe state in case of failure or security breach.

2    Meaning that, by their action, this human could have similar 
impacts in another way. For example, an aircraft pilot can have 
catastrophic safety impacts, while a cabin crew can only have 
operational impacts. Similarly to the principle of separation 
explained in 2.1.1, there is no point in protecting a system from 
a human who can achieve a similar security effect as the system 
through other means.

Reference architecture 
model
“A reference model is a framework for understanding significant relationships among the 
entities of some environment, and for the development of consistent standards or speci-
fications supporting that environment. A reference model is based on a small number of 
unifying concepts and may be used as a basis for education and explaining standards to 
a nonspecialist.” [ISO 62443-1-1]

3.1 Definition of zones 
and domains
Domains are defined by the security properties of 
the functions it hosts. In other other words, a security 
impact assessment needs to be performed on each 
function, and functions are then grouped in domains 
based on their impacts.

Areas are linked to physically-consistent areas: a set of 
computing resources that can be physically connected: 
for example, an aircraft may constitute an area; a data 
centre with physical access control is an area. A train is 
built of several consists: these may be viewed as areas.

Zones are the instantiation of a domain in an area: the 
set of functions with similar security impacts, hosted in 
a same, physical zone.

As a result, domains span several physical zones.

Note that this approach of domains, areas and zones 
is an extension of the ISO62443 Zone and Conduit 
methodology.

Based on the system requirements listed in the 
previous chapter, we place domains one after the other, 
in increasing order of criticity.

The least critical domain should be the most exposed 
to attackers, so it manages the least critical and most 
exposed communications: i.e. the Internet connection, 
Wi-Fi connections, and other such radio connections. 
The Internet connection can never be critical, as by 
definition its availability is not guaranteed: the system 
must be able to perform properly even in the event of 
no Internet connection).
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The most critical zone manages the most critical 
communication means, those that have deterministic 
real-time requirements and strong availability requi-
rements. Almost by definition, such communications 
cannot occur over the Internet. An example of such 
communications are critical systems on a train: when 
accelerating or braking, all the engines and all the 
brakes of the train need to act as one, and losing this 
communication would be catastrophic.

As the critical interconnection carries the real-time and 
high-av ailability requirements, this entails that it is 
physically protected from an attacker. In the absence 
of physical protection, it is easy for an attacker to flood 
the connection, or even to simply physically cut the 
wire, resulting in a denial of service.

While the figure presents three domains, this allocation 
mechanism can be repeated as many times as neces-
sary to reflect the various levels of criticality identified in 
the risk analysis.

Typically at least three levels are identified:

• Internet-on-board, which provides Internet and 
other digital services to passengers and untrusted 
users. This domain is highly exposed and therefore is 
not trusted.

• Operational domain: Includes applications linked to 
the day-to-day operation of the system, typically used 
directly by the operator. For airlines, this would in-
clude aircraft documentation, maintenance interface, 
management of passengers, and so on. For trains, 
this would be broadcast of passenger information on 
on-board screens, management of CCTV cameras.

• Safety domain: Contains all the applications that 
directly interact with the critical parts of the system: 
managing engines, brakes and so on.

Depending on specific systems, more domains might 
be required: for example, trains typically include a 
‘lowersafety’ domain that monitors the train systems 
and controls lower-impact safety systems such as 
doors.

3.2 Architecture of a zone
Each zone is identical. A zone is similar to a micro-core and perimeter (MCAP) in the Zero-trust model3.

The zone is built around a security gateway, which controls all data exchanges to and from the zone. Inside the 
zone, applications can communicate freely: they have been selected to have the same security impact, meaning 
separating them would not reduce impact, so there is no point in separating them. For example, if two computers 
can crash an aircraft, protecting one from the other does not reduce the impact: a corrupt computer does not 
need to attack the other to trigger the feared event. 

Because of the “no single vulnerability shall compromise the system” principle, the gateway and functions should 
be hosted on physically separated hardware. Indeed:

•  Software isolation techniques, be it at operating system or hypervisor level, are imperfect and vulnerabilities 
are regularly found in all major operating systems and hypervisors. These vulnerabilities are usually fixed fairly 
quickly, but the delay between the publication of the vulnerability and the time at which systems are actually 
updated in the wild would leave the system open to potentially catastrophic impacts.

3    Build Security Into Your Network’s DNA: The Zero Trust Network Architecture, by John Kindervag 4    Black Hat US 2018: “GOD mode unlocked” https://www.youtube.com/watch?v=WaoYqBC5hoY

•  Hardware currently cannot be trusted: many vulnera-
bilities are found, and sometimes backdoors allow full 
access to the CPU, bypassing all published security 
functions4. As replacing hardware is prohibitively 
costly, physical segregation currently remains the only 
acceptable architecture solution to separate functions 
of different trust levels.

Zones are then interconnected by a security gateway, 
which provides networking functions between two 
zones of adjacent trust, while restricting this networking 
to the allowed specification.

Additionally, it is possible to consolidate all network 
services. While not strictly necessary from the point 
of view of security, this allows additional hardening 
of the functions against themselves, while allowing 
the development of a generic network equipment, as 
these functions are essentially the same for all zones. 
The network services could also be implemented on 
the security gateway directly if hardware space is at 
a premium. The main take-away here is that network 
services cannot be shared between domains: expo-
sing a critical domain’s DHCP server to a less trusted 
domain would open the critical domain to all possible 
DHCP attacks.

3.3 Inter-zone 
communications
The application of the defense-in-depth principle 
means applications from one domain should only talk 
to applications in an adjacent domain through security 
functions: applications on the Internet communicate 
to applications in the first zone; applications in the first 
zone communicate to applications in the second zone, 
but not the third, and so on.

Data coming from the adjacent lower zone does not 
need to be authenticated as its origin is already known. 
On the other hand the data should be validated with an 
applicative filter which ensures the data is well-formed 
according to the format expected by the target appli-
cation. It should also limit the data in rate to prevent 
flooding attacks.

Downstream data, going from App2 to App1 in the 
figure, can be controlled to prevent confidential data 
leakage.

The use of bi-directional protocols between applica-
tions can cause a lot of problems: the least trusted 
application could not only try to send malformed 
acknowledgment messages, it can also mess with 
the states of the communication, confusing the 
state machine of the critical application. This can 
be prevented by using protocol breaks, whereby 
exchanges between applications are in fact broken 
down to file exchanges from an application to the 
secure gateway, which then further sends the file to the 
target application, rather than direct communications 
between applications.

3.4 Internet connection
The next flows of interest are Internet data flows. These 
consist in connections to and from random, unknown 
sites, so they do not correspond to actual functions 
of the embedded system. These flows fall under two 
categories presented below.

One category would be free connections, typically as 
initiated by passengers using the system’s communica-
tion means to connect to their own applications (Web 
sites, e-mail servers and so on). Such connections only 
require basic firewalling to prevent connections coming 
from the Internet towards the domain. The second 
category is Internet flows used by local functions of the 
system. As these are known ahead of time, it is possible 
to filter them to give a minimum amount of protection 
to the embedded functions. These are still lowtrust 
applications similar in principle to passenger-owned 
devices: e.g. an embedded function that provides time 
or weather information to passengers on a screen 
inside the vehicle. This is as opposed to weather data 
used for aircraft navigation, which is critical and should 
go through a serious security process.
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3.5 Inter-zone 
communications
Communication may occur between different areas of 
the same domain, that is to say between applications 
with similar security impact on different physical sites. 
This is typically the case of several consists that come 
together to compose a train, or several data centres 
that work together to provide the same service across 
different physical zone.

We distinguish two cases of communications:

• Communications that have no strong requirement for 
availability and can therefore be transmitted over a 
low-trust network such as the Internet or a radio link

• Communications that have a strong requirement for 
availability (i.e. messages must not get lost, and mes-
sages must reach their destination within a specific 
time range).

The general idea is to link consists with both an 
Internet, low-trust, high-bandwidth connection, and a 
real-time, high-trust link. Such a link cannot be radio 
(which can be jammed), and needs to be adequately 
physically protected so that an attacker cannot cut it 
or otherwise tamper with the data in transit. Obviously 
such a link is not possible in all cases: two aircraft 
cannot be connected with a cable; this means it is not 
functionally possible to guarantee the availability of a 
link between two aircraft, and therefore critical func-
tions that would have such a requirement need to take 
in account the case where communication is no longer 
possible.

3.5.1 Secure non-critical communications

The figure below presents the principle for secure, inter- 
area communications over an untrusted link:

The principle is to have a VPN end-point in the security 
gateway of each zone. Zones of equivalent criticality 
are considered to be zones of equivalent trust, and thus 
the VPN end points of each impact level communicate 
with the equivalent zone of the next consist. Data only 
leaves the zone in the VPN, so it cannot be tampered 
with in the lower-trust domains it crosses.

The VPN connection of a higher domain is encapsu-
lated in the VPN connection of each domain, which 
enables all zones to work the same, and protects 
critical communications from the exploitation of a single 
vulnerability: VPNs being different, an implementation 
error would not be found in both levels of the VPN; keys 
being different, the theft of a key in the more exposed 
domain has no effect on the critical data.

If the MTU reduction resulting from the multiple VPN 
encapsulations is not acceptable, it is possible to 
simplify and bring all VPNs in the lowest-level VPN, 
effectively considering all the higher-domains are at the 
same level seen from the lowest-domain.

3.5.2 Critical communications

For these communications that require real-time 
properties (e.g. guaranteed delivery time), the Internet, 
or radio links, are not acceptable. Typically a train will 
have a dedicated real-time network deployed across 
consists. Ground systems might have dedicated fiber 
connections.

The figure above shows the principle for these commu-
nications: lower-trust zones hand off data to the higher-
level zone. The actual critical network is connected to 
the highest trust zone. Each zone encapsulates data 
coming from the lower zone and limits its rate, so as to 
ensure bandwidth remains available for the more critical 
networks.

Communication between the highest-trust zones of 
different consists do not need to be encapsulated at all.

Depending on the environment, the encapsulation does 
not necessarily require a full-blown VPN: a simple PPP 
tunnel would be enough in most cases as long as the 
higher- level zones do not interpret data in the tunnel at 
all. This implies however that an attacker cannot access 
the media to introduce electromagnetic perturbations 
that would move a message from one tunnel to another.

In the case of a dedicated fiber between data centre, 
the connection should be additionally encrypted as it is 
unlikely the fiber could be physically secure from eaves-
dropping in its entirety.

3.6 Maintenance  
function
Maintenance of complex embedded systems is typi-
cally performed in two different ways:

• A maintenance operator physically close to the 
system connects using a mobile device, typically a 
laptop or a tablet. The management of these de-
vices is a complex and open problem: maintenance 
may be performed by the system manufacturer, the 
system operator, or a third party maintenance com-
pany with limited or no contractual relationship to the 
manufacturer, as is typically the case for cars. The 
security of the system will therefore rely in part on the 
system’s own robustness, achieved by considering 

that the maintenance device is not fully trusted. It will 
also typically rely on security organizational means 
contractually required by the manufacturer on the 
maintenance operator.

• Remote maintenance, performed from ground main-
tenance centers. Here again there are typically se-
veral levels of maintenance, either performed by the 
operator for routine maintenance, or by the manufac-
turer in case of specific, or exceptional, maintenance.

Whichever method is used, maintenance should be 
performed through a server that is centralised for each 
zone. Direct connections from the laptop to the target 
system mean that maintainer authentication is distri-
buted among the targets, and if protocols such as SSH 
are used any operation could be performed, leaving the 
system in an unknown state. This principle is well-es-
tablished in IT security as the bastion host principle. 
Further, because all maintenance operations are known 
ahead of time, it is possible for the embedded mainte-
nance server to only expose the required functions to 
the laptop. Typically a maintainer will need to retrieve 
logs, and run the auto-test of the computer they just 
replaced: the server should only expose an interface to 
“retrieve logs”, and another to “run the test”, rather than 
expose the internal computer’s interfaces.

The figure below presents the case of maintenance 
performed by a laptop.
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Maintenance functions with safety effects will require 
authentication of the device or of the maintainer, 
which is achieved with a VPN connection. The model 
presented above uses one VPN connection per domain, 
with the more critical VPNs encapsulated in the lower 
VPNs.

This model provides different access levels to different 
maintainers, which is a common requirement: critical 
function maintenance is more likely performed by 
the manufacturers, while day-to-day maintenance of 
non-critical functions may be outsourced to third party 
maintainers.

Depending on the functional maintenance require-
ments, two approaches can be used:

• Configuration is entirely under the control of the 
manufacturer. It is imported into the most critical 
domains, and then trickles from the higher-level 
to lower-levels: the highest-trust domain contains 
configuration for the entire system, and sends their 
configuration to lower-trust domains.

• Several levels of configuration are required. For exa-
mple, lower-trust domain is configured by the opera-
tor while higher-trust domains are configured by the 
manufacturer. In this case, configuration is imported 
and managed independently in each domain.

These two approaches can be mixed if there is a need 
for composite configuration, in which the manufacturer 
sets parts of the configuration while the operator sets 
other parts.

3.7 Software update 
function
All software and its configuration may need to be 
updated.

This is a critical function in terms of security, as loading 
a corrupt, critical software would have catastrophic 
impacts. Typically security is ensured by digitally 
signing the data upon creation, then checking the 
signature before use in the system. This allows to 
ensure that the data has not been corrupted, and 
engages the responsibility of the signer of the data.

There is a debate as to whether verifying the signature 
before uploading should be done within the system by 
the system itself (“onboard signature checking”), or by a 
separate mobile system (“ground signature checking”).

Proponents of the latter point out that the develop-
ment of an embedded system is more expensive than 
development of a standard IT application, and that 
configuration management of a mobile device is easier. 
However, what makes the development expensive is 
the security assurance rather than the final location of 
the software. What is hard in a signature checker is to 
get all the functional use cases right, develop without 
vulnerabilities, and test all the degraded cases. Confi-

guration management of a maintenance mobile device 
is easier for the manufacturer mostly because its mana-
gement is done by the operator. On the other hand, 
it is just as hard to ensure the operator has properly 
deployed software updates on its maintenance devices 
as it is on the system. 

Meanwhile, the biggest weakness of a ground signa-
ture checker is that it relies entirely on organizational 
measures: the mobile device needs to be properly 
protected at all times, and the maintenance staff 
needs to be trusted to appropriately verify the signa-
ture before connecting the checker to the product. It 
takes one time where the maintainer has forgotten to 
take the device with them, or the device is broken, or 
time is too short, to skip the signature checking and 
load unverified software in the system. From the point 
of view of the architecture principles exposed above, 
this means we are exposed to one single vulnerability 
(“malicious maintainer attacks the system” or “main-
tainer unknowingly uses malicious data while skipping 
signature verification”). The security function entirely 
relies on human behavior, which is widely accepted as 
a weaker form of security.

As a result, we prefer to have the signature checking 
onboard, and will assume this choice in our architecture.
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An additional architectural choice is where the digital 
signature checker (DSC) should be located in the 
system.

The proposition in the figure above is to have one 
checker per domain: the maintainer of each domain 
brings signed files to the maintenance servers using 
the appropriate maintenance VPN; then the mainte-
nance server will use the domain checker to verify the 
origin and integrity of the data, before transferring it to 
the data loader which will perform the actual update 
(e.g. send data files or update software in the applica-
tion domain). This is not necessarily more costly: the 
checker needs to be developed once at the highest 
assurance level for the critical zone anyway, and the 
same application can be re-used in all domains.

The alternative is to only have one checker in the 
highest trust zone. In that case, all data is imported in 
the most critical domain, while verifies the data, before 
sending it downstream to the appropriate domains.

The choice between the two alternatives should be 
made depending on the operational requirements. 
Typically in an aircraft, the high-trust data loader is only 
used for rare software updates, while the lowest data 
loader is used daily by the airline to import passenger 
lists, update inflight entertainment contents, and so 
on. Therefore there is a much higher exposition of the 
lower-critical domain. In that case, it makes sense to 
separate the checking functions and restrict the access 
to the higher-trust checker.

We have presented a security reference architecture for 
critical, distributed systems. We believe this model is useful 
for the purpose of teaching, and we use it regularly to analyse 
existing systems. While the model already takes into account 
a number of common requirements, the inclusion of further 
functions are on our roadmap, which need to be discussed, 
justified and formalised. At least the following topics will be 
addressed in later issues of this white paper:

• Physical plugs are not addressed, in particular USB connec-
tions. Because those ports might not be physically exposed, 
the most exposed domain is not necessarily the best to host 
them.

• The dissimilarity of gateways is not addressed.
• Further study of communication types is necessary. Some 

communications might have real-time requirements, but no 
strong availability requirements, for example when the data 
is only useful for a certain duration, and that the system can 
fall back on other mechanisms if the data is lost. 
Other communications might have availability requirements 
that are lower than that of a physically- protected communi-
cation channel, but that are higher than that the availability 
of the more exposed domain, which could be addressed by 
additional inter-area links.

• User authentication is largely not addressed. The functional 
requirements are not clear enough to us yet, or may be too 
different from one industry to another to be usefully consoli-
dated into the model.

Conclusion
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